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Acronyms and Abbreviations
API

Application Programming Interface

BPEL

Business Process Execution Language

CEP

Complex Event Processing

CIS

Common Information Space

CPU

Central Processing Unit

CRUD

Create, Read, Update and Delete

DyReAlla

Dynamic Resource Allocation

EIP

Enterprise Integration Pattern

EWS

Early Warning System

FTP

File Transfer Protocol

IO

Input‐Output

JMS

Java Message Service

JMX

Java Management Extension

OSGi

Open Services Gateway initiative

PC

Personal Computer

PlatIn

Integration platform framework

RAM

Random Access Memory

REST

REpresentational State Transfer

SOAP

Simple Object Access Protocol

SWE

Sensor Web Enablement

UFoReg

UrbanFlood metadata repository

WS

Web Service

XML

Extensible Markup Language

XSLT

Extensible Style sheet Language Transformations
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Executive summary
The goal of this document is to present the design of the UrbanFlood Common Information
Space (CIS), a framework for creating and hosting Early Warning Systems for environmental
threats. The main functions of the UrbanFlood CIS are:
1. Execution framework services, facilitating application integration and workflow
management.
2. Data and computation access services, enabling access to live streams and archive
repositories of sensor data.
3. Metadata and provenance services, supporting discovery of data, application services
and resources, as well as logging and browsing provenance data.
4. Application development and management environments – APIs and GUIs facilitating
creation, configuration, and execution of Early Warning Systems.
5. EWS generation services, facilitate the creation of EWS‐es on the fly based on templates
and available resources.
The document presents the main components of the CIS which realize these functions: CIS
Core: the Integration Platform (PlatIn), and CIS Services: the dynamic resource allocation
service (DyReAlla) and the metadata management service (UFoReg). Besides describing the
CIS itself, the document also presents specific Early Warning Systems created using the CIS
technology, such as a Dike Monitoring Early Warning System (DM‐EWS), Self Monitoring
Early Warning System (S‐EWS) and Resource (cloud) Monitoring Early Warning System.
In the first part of the document (Chapters 2‐4), the users and different types of EWS‐es are
characterized. Subsequently, the capabilities of CIS, the relationship between CIS and EWS,
and the role of CIS in creation and hosting of EWS‐es, are explained. This is followed by a
description of DM‐EWS, introducing its main components and workflows.
The second part of the document focuses on detailed design of CIS and its constituent
components. First, an analysis of UrbanFlood user requirements from Deliverable 2.2 as well
as key challenges for the CIS from Deliverable 5.1, is carried out. As a result of this analysis,
system requirements for CIS are established. This enables us to formulate a detailed design
of CIS architecture, determine the internal structure of its components, and present their
associated use case scenarios. A detailed discussion of CIS design follows, divided into three
parts (one for each main component of CIS):
1. The first part describes the CIS core technology, the Integration Platform (PlatIn),
responsible for integrating loosely coupled components (spatial data sources and
applications) into an operational Early Warning System (EWS). PlatIn comprises
workflows, the Enterprise Service Bus, integration rules and business rules.
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2. The second part is devoted to the Dynamic Resource Allocation service (DyReAlla),
responsible for dynamic management and allocation of underlying cloud resources to
one or more Early Warning Systems and enables the generation of new EWS‐es based on
these resources.
3. The third part presents the UrbanFlood Registry (UFoReg), a repository for metadata
which supports resource and service discovery, as well as storage and browsing of
provenance data.
This part is concluded by a section on external integration of EWS components (with sensor
data sources and EWS‐specific applications) within the scope of CIS, along with the planned
stages of CIS implementation.
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1 Introduction
This document has been written for the EU FP7 project UrbanFlood. The goal of this
document is to create a specification of the architecture and interfaces of the Common
Information Space (CIS).

1.1 UrbanFlood
UrbanFlood develops an online early warning system (EWS) technology for climate induced
disasters in urban areas with support for real time emergency management and routine
asset management. The technology is widely applicable, such as farmland area monitoring,
volcano and earthquake monitoring; however UrbanFlood validates it for the case of flood
risk management in urban areas.
UrbanFlood is partly funded by the EU 7th framework program. Started in December 2009,
the project runs for 3 years. Partners of UrbanFlood are TNO Information and
Communication Technology, the University of Amsterdam and STOWA (Dutch acronym for
the Foundation for Applied Water Research) from the Netherlands; HR Wallingford in the
UK, ACC Cyfronet AGH in Poland and OOO Siemens in Russia.
Early Warning System Framework
Early Warning Systems (EWS) play a crucial role in mitigating flood risk by detecting
conditions and predicting the onset of a catastrophe before the event occurs, and by
providing real time information during an event. EWS‐es thus fulfil multiple roles as general
information systems, decision support systems and alarm systems for multiple stakeholders
including government, private companies and the general public.
The framework for a generic EWS can be seen as a blueprint or reference model for the
above mentioned specific instances of EWS‐es which are generated on the fly as they are
required by the stakeholders. The UrbanFlood project is thus creating a factory for EWS‐es.
The generic blueprint is instantiated with the additional components needed for the flood
risk case for urban areas. To have all the basic elements of an EWS we look to a Common
Information Space to provide the basic set of functionality that is needed by the EWS.

1.2 Single Information Space for the environment
A crucial functionality/component of the UrbanFlood EWS is the CIS (Common Information
Space) which facilitates interactions between the components of the EWS. These
interactions are mostly through the exchange and storage of information and software
services (e.g. visualization of data). State of the art integration technologies (jargon:
enterprise service bus technologies) support, out of the box, commonly used interfaces to
applications and facilitate an efficient development of new ones.
Initiatives on earth monitoring, mostly from space, have inspired the concept of the ‘Single
Common Information Space’ (CIS) for the environment. The CIS is a key component in
Europe’s Inspire directive and in the concept of the Global Earth Observation System of
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Systems (GEOSS) developed by The Group on Earth Observation (GEO) that have created the
title‐page picture. The CIS is an approach to interchange environmental data and software
services built around them. The CIS of UrbanFlood will support relevant GEOSS and Inspire
standards.
The concept of a CIS is also central in initiatives like [GEOSS] and [INSPIRE] where the CIS is
associated with a portal for data and (software) services [UNSPIDER] related to earth
observation, as well as standardization efforts coordinated by public bodies. It is efficient for
the implementation of the EWS that the integration technology, the CIS, can be reapplied
frequently.

1.3 Objectives and Approach
This document is written under Work Package 5 (WP5): Common Information Space. The
objective of this work package as stated in the Description of Work (DoW) is to: to deliver
a Common Information Space – an infrastructure for high‐performance and high‐throughput
processing of sensor data streams, and an environment for end‐users to run applications and
manage their results.
The most important functions of the Common Information Space are as follows:

•

Execution framework services, facilitating application integration and workflow
management.

•

Data and computation access services, enabling access to live streams and archive
repositories of sensor data.

•

Metadata and provenance services, supporting discovery of data, application services
and resources, as well as logging and browsing provenance data.

•

Application development and management environments – APIs and GUIs facilitating
creation, configuration, and execution of Early Warning Systems.

This document specifies the architecture and interfaces of the CIS and defines he reference
model for generating Early Warning Systems based on the Common Information Space.
This report specifies the types of users working with the system (chapter 2), the framework
for the CIS (chapter 3), the different types of Early Warning Systems (EWS‐es) (chapter 4).
Also in this report is a list of requirements from deliverable 2.2 related to the functionality of
the CIS (chapter 5). These requirements and the framework are then translated into the
architecture for the CIS and EWS In chapter 6. Chapter 7 handles the details of several
aspects of common functionality of the CIS needed to enable EWS‐es, it also lists several
interfaces needed for the functionality. Chapter 8 then specifies the roadmap for the
development & implementation of the CIS.
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2 User characteristics
To better understand the functionality of the system it is essential that the end‐user is
described in a way that stimulates the designers and enables them to better specify the
functionality of the system and to understand the interaction patterns between all the
components that are needed by this functionality.
Deliverable 2.2 already lists a set of stakeholders of the system and provides a first look at
possible users of an Early Warning System. The concept of generating EWS‐es and designing
them adds new additional roles (abstract users) which have a place in the EWS generating
ecosystem. This chapter will specify the roles and interactions of these roles.

2.1 Stakeholders & Ecosystem
Deliverable 2.2 already lists several stakeholders of the system. Not all of these stakeholders
also use the system. The stakeholders are listed in Fig. 1 in the form of a Value web.

General Public
Warning / evacuation
Government
& Legislation

Emergency Response
Authorities

Flood mitigation

Risk assessment
Legal framework
& constraints

Public Authorities
Situational Awareness

Hardware developer

Service
Provider

Sensor developer

Platform developer

EWS developer

Plug in developer

Figure 1: Value web of an EWS (for flooding). An EWS service provider exploiting a platform that hosts multiple
EWS offers economies of scale and scope, especially if a single EWS can be used by multiple Public Authorities
and organizations that are part of them, e.g. Emergency Response Authorities.

Each of the mentioned roles have different requirements for functionality and interaction.
Direct roles

The most direct roles that use the system are “Service” and “Public Authorities”. The
“Service” role provides the EWS service to Public Authorities, which interact with the EWS‐es
to monitor their objects.
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Indirect roles

Also the “Government & Legislation”, “Emergency response authorities” and “public” have
indirect roles. Not using the service directly, but using them through the other stakeholders,
such as the Public Authorities.
The “Hardware developer”, “Platform developer”, “Plug in developer” and “Sensor
developer” are involved indirectly since they create the system itself instead of using it.
New Roles

In the case of flooding, several of these roles can be split into different sub‐roles handling
different parts of the Early Warning System functionality. The Public Authorities for example
can be split into a Dike Owner, in charge of a geographical area including several dikes,
a Dike Expert, in charge of the status and health of the dikes, a EWS manager, in charge of
the status and health of the Early Warning System used by the other two.
From a Service perspective it can be split into the EWS manager, in charge of all the EWS‐es
it currently provides as a service to its customers, and the Cloud manager, in charge of all
the resources used by the EWS manager to host its EWS‐es.
Lastly, from a System perspective the EWS developer is split into an Appliance provider,
using the technology from the Plug in developer and platform developer to wrap the
application to allow it to function inside an EWS, and the Blueprint designer, which designs
the blueprints so that the EWS can function as a whole. This leads to a new overview of
direct users seen in Figure 2.
General Public

Public

Warning / evacuation
Government &

Authoroties

Emergency
Flood mitigation
Response
Risc assessmentDike Owner

Policy & Legislation
Public Authorities

Dike Expert

EWS Manager
Situational awareness
Service

Service provider

EWS Manager
Cloud Manager
Sensor developer

Hardware
developer
System
Platform
developer

EWS developer

Plug in developer

Figure 2: Value Web with new roles specified that split the “Public Authorities” and “Service” roles.
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2.2 Interaction
Since the stakeholders that interact directly with the EWS‐es are most important for the
design process, this report will focus on the Dike Owner, Dike Expert, EWS Manager (PA),
EWS Manager (S) and Cloud Manager role.
Dike Owner (Policy expert)

Person in charge of an area of dikes. This role wants to know the status of the dikes in the
area and needs a high‐level overview and/or aggregated dike status indicator. It is also
possible for this role to run what‐if scenario’s with basic input parameters (weather forecast,
water height forecast, and resulting dike state and impact)

Alert Level
Severe
High
Elevated
Guarded
Low

Figure 3: High level regional overview for Dike Owners.

Alert
Alert Level
Level
Severe
Severe
High
High
Elevated
Elevated
Guarded
Guarded
Low

Figure 4: Lower level specific overview for Dike Owners.
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Dike Expert (Geo expert)

Person with expert knowledge on dikes such as its properties and failure mechanisms. This
person wants a detailed overview of the dike and the models, and their settings used to
calculate the properties of the dike. To see the impact of different settings of models this
role wants to be able to run parallel EWS‐es to see the impact on the EWS behaviour.

Dike Cross Section 2

Alert Level
Severe
High
Elevated
Guarded
Low

Guarded

Waterheights

Settings
rate: 1/sec
soil: Clay
Delay: 15m

Sensor

AI

Rel

Flood

Change

4D

Template 1
Template 2

Figure 5: Specific data view for Dike Expert including historic overview, model settings and dike structure.

EWS Manager (Public Authority)

Person in charge of setting up the EWS for the Dike Owner for the dikes under his charge.
This person wants to be able to see how the components of an EWS are doing and if the
EWS needs any kind of maintenance. This role should also be able to setup additional EWS‐
es for the dike owner or dike expert.

Dike EWS Self-Monitor

Low

14 VMs

Alert Level
Severe
High
Elevated
Guarded
Low

Blueprint: Real-Time
Dike

Sensor
Cabinet

Sensors

9 used

SoS
Anysense

AI

5 available

Real-Time
State

HRW
Reliable

Abnormal?

HRW
Hydro
graph
High Risk?

HRW
DRFSM

4D dike
Model

My EWSs

High Impact?
Advice

Simulation

Resources

Flooding

Selftest Blueprint

Create EWS
Events
Configuration
Cascade 1Cascade 2

Cascade 3 Cascade 4Cascade 5

Prioritize EWS

Figure 6: EWS status overview, including blueprint, link of EWS to dike, EWS characteristics.
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EWS manager (Service provider)

Person in charge of the service provider that manages all the EWS‐es that are offered to its
customers. He wants to see who is running which EWS‐es with which kind of templates and
their status. He is also aware of the priorities of its users and ensures all its customers are
well provided.
Dike Owner: Groningen

Dike Owner: England

EWS1: dike 1

EWS1: dike 1

Dike Owner: Amsterdam

Resource Priorities
Resources

Cost

Impact

20%

0%

Groningen

100%

50%

0%

Amsterdam

100%

15%

0%

England

100%

5%

0%

EWS

100%

5%

0%

Cloud

100%

5%

0%

Unused

100%

EWS1: dike 1 (Clustered - Intense)
EWS2: dike 2 (Sparse)

EWS Manager: Urban Flood
EWS1: EWSs (Sparse)

Cloud Manager: Urban Flood
EWS1: Clouds (Sparse)

Figure 7: EWS overview for service provider, showing: list of EWS‐es, and priorities for EWS‐es based on
resources, cost, impact or other functions.

Cloud manager (Resource provider)

Person in charge of the connected resource providers (Clouds). This role sets up new clouds
and sees the status of the resources. His tasks are also to manage the distribution of
computational resources and the types of VMs and their functionality.

Cloud Groningen
24 cores

Usage

9 used

cpu mem disk net
15 available

Legend
used
available
CIS
AI
HRW

Sensor
Cascade
DSS
Storage
Unused

Figure 8: overview of available clouds in control of the Cloud manager.
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Resource Priorities
20%

0%

Amazon

100%

50%

0%

Groningen

100%

15%

0%

SARA

100%

5%

0%

Germany

100%

5%

0%

Krakow

100%

5%

0%

Moscow

100%

Cloud: Groningen (9/24)

Cloud: Germany (3/6)

Cloud: Krakow (3/6)
Cloud: Moscow (3/6)

Figure 9: detailed information per cloud including allocation priority.

2.3 System roles
Next to users interacting with the services provided, the system itself also has several users
who do not have UIs, but who are just as important. The ones covered in this report are the
Platform, Plugin and EWS developers. These roles create the facilities for the end‐users to
use. These users all use the CIS framework explained in Chapter 3.
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3 Common Information Space – framework for hosting Early
Warning Systems
The UrbanFlood Common Information Space is a generic framework for creating and hosting
Early Warning Systems which operate in compliance with the generic cycle depicted in
Figure 10:
•

Monitoring: data is collected in real time from sensors and fed to a EWS.

•

Analysis: one or more EWS‐specific applications/workflows are invoked to perform
analysis of sensor data streams, such as anomaly detection or simulation based on
expert models.

•

Value judgment: the outcome of this analysis is judged according to EWS‐specific
rules in order to estimate the risk level or determine the necessity of taking action.

•

Advice/act: if mandated by the value judgment, further EWS‐specific
applications/workflows may be invoked in order to recommend actions for users
interacting with a Decision Support System (DSS), or automatically take action to
influence the system.

The EWS operation cycle is typically closed: once advice is given or action is taken, EWS
activity reverts to monitoring, analysis or value judgment.

Figure 10: Generic activities of CIS‐enabled EWS.

Any EWS can be exposed as a service which means that its monitoring activity (or
a particular analysis) can be triggered (invoked) externally. In particular, this gives the
possibility for multiple EWS‐es to cooperate, exchange data, and use each other’s services.
The particular type of Early Warning System which is of concern in UrbanFlood is the one
related to environmental threats, such as flood caused by dike failure. In this case, the EWS
performs real‐time monitoring of environmental phenomena based on live data streams
from environmental wireless sensors. The analysis is typically enhanced by simulations of the
monitored phenomena.
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3.1 Role of CIS
The relationship between CIS and the hosted EWS can be described as follows:
•

The CIS provides building blocks for Early Warning Systems and organizes them in
a predefined reference architecture.

•

The CIS provides associated mechanisms to adjust the generic framework in order to
produce a (blueprint for) specific Early Warning System. The necessary adjustments
are described in Section 3.3.

CIS provides building blocks (user tools and services) to enable the following:
•

Integrate EWS‐specific components with CIS. The components in question are
typically sensor data sources (live streams and archive repositories) as well as
(legacy) applications for processing sensor data, simulation, etc. Different
mechanisms of how components can be adapted for integration with CIS are
described in Section 8.

•

Create Composites to organize the components connected to CIS (applications and
sensor data sources) into more complex scenarios. A composite is an application
created in one of the supported integration approaches (e.g. workflow,
integration/business rule). Each EWS contains one or more composites.

•

Discover available application components and sensor data.

•

Log and browse provenance data.

•

Manage the allocation of computing resources (such as clouds) to one or more
Early Warning Systems.

•

Deploy, configure and run an already created EWS.

An EWS instance is a specific EWS, configured and running. There may be multiple instances
of the same EWS running in parallel (and perhaps hosted by the same CIS). Those instances
may perform the same activities (e.g. dike monitoring) but for different configurations (e.g.
different sections of a dike, or different dikes).
In UrbanFlood, the components of each EWS need to be wrapped into virtualized
appliances. An appliance is a virtual machine image that contains a single software program
installed on a minimal operating system (i.e. only libraries and services required by the
program are installed). Appliances run on physical servers and can be moved across them.

3.2 CIS building blocks
The CIS framework is divided into two parts:
•

CIS Core: the integration platform (PlatIn). Enables integrating external components,
creating composites, as well as deploying, configuring and running an EWS. In
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principle it is possible to host and run a EWS using only CIS Core. However, such EWS
will be restricted (for instance, due to lack of resource allocation).
•

CIS Services: extend the basic functionality provided by the CIS Core with additional
services.

Two CIS Services, essential for efficient operation of most EWS‐es, are planned from the
beginning:
•

DyReAlla: dynamic allocation of cloud resources to EWS components.

•

UFoReg: generic metadata registry whose function depends on what type of
metadata it hosts. Currently, at least two uses of UFoReg are foreseen: discovery (of
data, services and resources) and provenance storing and querying.

Figure 11. High‐level architecture and example distributed deployment of multiple Early Warning Systems.
Each EWS has (1) its own instance of the CIS integration platform, (2) specific components deployed as
virtualized appliances in the cloud, and (3) composites which orchestrate the execution of the components.
EWS1 and EWS2 are two instances of Dike Monitoring EWS. CIS Services (DyReAlla and UFoReg) are deployed
in a separate self‐monitoring EWS3. Cloud monitoring and management is also delegated to EWS4.

Figure 11 presents a high‐level view of the Common Information Space building blocks and
an example deployment of multiple Early Warning Systems. Each EWS has:
•

its own instance of the CIS integration platform,

•

specific components deployed as virtualized appliances in the cloud (or directly in
the respective CIS, e.g. DyReAlla and UFoReg), and

•

composites which orchestrate the execution of the components.

EWS1 and EWS2 are two instances of the Dike Monitoring EWS. CIS Services (DyReAlla and
UFoReg) are deployed in a separate self‐monitoring EWS3. Cloud monitoring and
Common Information Spaces
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management is also delegated to a dedicated EWS4. Different EWS‐es deployed in separate
Common Information Spaces can still communicate via several communication protocols.
For example, a workflow deployed in EWS1 may invoke a service or another workflow
deployed in EWS2. Finally, external applications not managed by the UrbanFlood platform
may also be invoked from EWS‐es as long as they are exposed as a service (for example a
Web Service).

3.3 EWS lifecycle
The lifecycle of a EWS is presented in Figure 12. There are three basic stages in the
EWS lifecycle: EWS creation, EWS deployment and EWS operation (running).

Figure 12. EWS lifecycle: EWS creation, deployment into PlatIn and execution. IDE and PlatIn use other CIS
components (DyReAlla and UFoReg) to browse information about existing resources/appliances and to
manage the CIS cloud environment. All components, used together in order to manage EWS lifecycles,
constitute the UrbanFlood Common Information Space.

Creating a new EWS

The EWS creator typically needs to do the following in order to create a new EWS:
•

Adapt the owned sensor data sources (live streams and archive repositories)
appropriately in order to enable communication with CIS.

•

Supply EWS‐specific application components for data processing and visualization.

•

Adapt the application components appropriately in order to enable their
communication with CIS.

•

Wrap the adapted components into virtual appliances compliant with the
UrbanFlood platform. (Alternatively, expose a component through an external
endpoint making it invokable, but not manageable by CIS).

•

Create one or more workflows which define the basic modes of operation of the
EWS.

•

(Optional) Create additional EWS‐specific integration rules and/or business rules.

•

(Optional) Create the EWS package (which contains the CIS Integration Platform
PlatIn, and the deployed EWS workflows, integration rules or business rules).

•

(Optional) Wrap the EWS package into a virtual appliance, compliant with the
UrbanFlood platform.
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EWS deployment

Once created, the EWS needs to be deployed into a production environment. This can be
done in two ways:
•

Deployment of the EWS workflows (and integration/business rules) into an already
deployed PlatIn, through its Administration interface. This requires the permission of
the particular PlatIn's owner.

•

Deployment of the entire EWS package – a virtual appliance containing the CIS PlatIn
and the deployed workflows and integration/business rules, along with UfoReg and
DyReAlla services (optional). This EWS virtual appliance and the virtual appliances of
the associated EWS components, must be added to an existing UrbanFlood
infrastructure, i.e. the virtual images must be placed in appropriate repositories,
PlatIn must be configured with particular instances of DyReAlla and UFoReg services
(local or remote) which enable access to underlying cloud resources.

Running the EWS

Once deployed, the EWS can be started by using the Run API of PlatIn. During execution, one
or more EWS‐specific workflows are typically invoked. Each EWS workflow may consume
sensor data and invoke EWS‐specific components in a particular order to perform
environmental monitoring, simulation‐based predictions, damage assessment, visualization,
decisionmaking, and other activities essential for an early warning system.
Execution of EWS components which perform the above‐mentioned tasks consumes the
underlying resources (CPU, memory and network capacity). Consequently, during EWS
runtime, dynamic resource allocation management may be in place to improve the resource
usage.
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4 Early Warning Systems in UrbanFlood
This section describes which Early Warning Systems are going to be developed in
UrbanFlood and how they are connected. The most important Early Warning System – the
Dike Monitoring EWS – is described in detail.

4.1 Different EWS in UrbanFlood
While CIS is intended as a framework for any type of an Early Warning System operating
according to the generic scheme described in Section 3.1, UrbanFlood validates the EWS
framework in the context of flooding caused by dike failures in an urban environment. For
this purpose, the CIS technology is used to create a Dike Monitoring Early Warning System
(DM‐EWS) which monitors the selected sections of dikes through sensor networks, detects
anomalous dike conditions, and invokes simulations, e.g. for prediction and damage
assessment due to inundation.
However, in addition to monitoring of environmental phenomena, there are other (quite
different) monitoring activities, necessary for robust operation of the entire EWS
environment:
•

Dike EWS self‐monitoring: determining what EWS components are running, their
health and performance, etc.

•

Cloud infrastructure monitoring: determining the consumption of resources or the
necessity to rent additional resources from cloud providers.

In fact, the general EWS operating scheme can be applied to both these monitoring
activities. Therefore, it was decided to encapsulate EWS self‐monitoring and cloud
monitoring into two dedicated Early Warning Systems, realized using the CIS technology.
The aforementioned Early Warning Systems and their connections are depicted in Figure 11
on page 13. EWS1 and EWS2, two instances of the Dike Monitoring EWS, produce
monitoring data concerning health and performance of EWS components. This data is
passed to the Self‐monitoring EWS (EWS3). The Dike Monitoring EWS‐es also requests EWS3
to instantiate their own components. EWS3, in turn, forwards this request to the Cloud
monitoring EWS (EWS4) which knows which resources are available for creating a new
component instance, and if there are none, can rent additional ones from external cloud
providers.
The EWS‐self‐monitoring EWS encapsulates a performance monitoring component (which
consumes data and may perform additional processing to calculate high‐level performance
metrics), the DyReAlla Service, and the UFoReg Service. Let us stress that this EWS is an
essential part of the CIS technology. There is no vicious circle here (i.e. CIS technology being
created using CIS technology) – the CIS EWS monitoring and resource management services
are simply integrated by means of the CIS Core technology and can take advantage of its
facilities.
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The Cloud monitoring EWS (EWS4) consumes data from software sensors monitoring the
cloud infrastructure, e.g., the current resource consumption. EWS4 also obtains resource
demands from EWS3. Based on the current resource demands and availability, EWS4 makes
decisions regarding resource provisioning, such as creating new resources in the cloud
(adding new virtual machines), changing the configuration of current resources (change VM
settings), or deleting resources (VMs).

4.2 DMEWS workflows
The basic DM‐EWS workflow is a Dike Monitoring workflow. This workflow described below
is intended as a first prototype to be delivered in the first year of the Project. Error! Not a
valid bookmark self‐reference. Error! Reference source not found.presents a conceptual
diagram of the DM‐EWS workflow (technical details regarding deployment of individual
components or communication protocols are omitted). The main goal is to show what
components are involved, what the control and data flows between them are, and what
types of messages are exchanged.
Dike
Sensors
Sensor
Cabinet

D1
C1

D2

AnySense
Monitoring

C2

AI Anomaly
Detection

C3

D4
HRW
Reliable

D5

Data flow

D3
C4

Abnormal?

C5
DSS

D8

(visualization)

High risk?

C7

HRW
DRFSM

D9

High impact?

C9

D7

C6
HRW
Hydrograph

Control flow

C8

D6

Action

C10

Figure 13. Basic UrbanFlood Dike Monitoring Early Warning System workflow to be delivered in the first year of
the Project. Dataflows are annotated by D and Control flow by C.

The following components are involved in the EWS workflow:
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Artificial Intelligence (AI) – Anomaly detector, it gets the raw sensor information from the
sensors in the dike and provides an indication if the sensor values are behaving normally or
abnormally.
AnySense – Sensor data aggregator, it gets the raw sensor information from the sensors in
the dike and translates these into generic purpose XML messages. It also stores the raw data
for backup offers a web‐service interface to request historical data based on a structured
storage of processed sensor data.
DSS (Decision Support System) – graphical frontend responsible for visualization. It shows
the dike region on a map and indicates its current status. It also allows users to request
historical or actual sensor data overviews and lets the user change model parameters or
start simulations of flooding impact.
RELIABLE – Expert model that calculates the failure chance of a dike given a set of failure
modes and model parameters. Given the height of the water in front of the dike it will
provide a chance of breach of the dike.
Hydrograph – Expert model that calculates the amount of water flowing through a breach in
a dike. Given a predicted water level it will calculate the amount of water flowing into an
inundated area.
Dynamic RFSM – Expert model that calculates the flooded area. Given a set of points where
a dike breach has occurred, and given the amount of water which will flow through each of
these points, this model will calculate the water heights of flooded areas over time after the
flooding started.
Data flow description:
D1: Dike sensor data is transferred from the physical dike to the Anysense component
D2: The sensor data is transferred as xml message over the jms bus from the Anysense to
the AI component
D3: The AI probability data is transferred as xml message over the jms bus to the Abnormal
decision component
D4: The sensor data is transferred as xml message through a web‐service call to the HRW
Reliable component
D5: The HRW Reliable component sends the breach risk as xml through a web‐service call to
the decision component
D6: The Hydrograph component sends the predicted water flowing through a gap in a dike
as xml through a web‐service call to the DRFSM component
D7: The DRFSM component sends the flooded areas to the DSS tool
D8: The DSS tool shows the flooded areas to the user using a visual representation
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D9: The User inputs his decision into the DSS tools
Control flow description:
This flow indicates which component is in charge to start the next step. If for example there
is no abnormal behavior of the data reported by the AI component, the Reliable component
will not be started. Similar behavior occurs in C6 and C8. The control flow is also not
necessarily directly linked to the data flow, as is shown with D4 and C4 which do not
originate from the same component.

4.3 EWS selfmonitoring
One of the requirements for CIS is to enable self‐monitoring of an EWS. This capability will
be demonstrated in the Dike Monitoring EWS in the following way:
•

Monitoring key performance indicators of the components of the EWS. These can be
appliance quality aspects, such as: response time, queue length, errors, etc.

•

Monitoring of underlying computing resources of the EWS components; the
monitoring services will be delivered by WP6.

•

Monitoring services will be integrated with CIS.

•

A status visualization frontend will be developed and integrated, through CIS, with
the monitoring services.

In the first stage of development, self‐monitoring functionality will be limited to visual
inspection of specific indicators and possibly manual decision making on its basis. However,
ultimately, the EWS self‐monitoring data will be consumed by the Dynamic Allocation
Service (DyReAlla) as a basis for automatic decision making regarding the allocation of
resources to Early Warning Systems. More details about the role of monitoring for dynamic
resource allocation are explained in Section 7.2.

4.4 Cloud monitoring
The Cloud monitoring EWS manages the resources of the overall system in order to expand
or shrink EWS‐es dynamically. It enables the DyReAlla component to know where resources
are available and how to manage them.
•

Monitoring of underlying computing resources of the clouds will be carried out; the
monitoring services will be delivered by WP6.

•

Monitoring services will be integrated with CIS.

•

A resource usage visualization frontend will be developed and integrated, through
CIS, with the monitoring services.

In the first stage of development, the monitoring functionality will be limited to visual
inspection of the CPU, Memory, Disk speed and Network speed to allow manual decision
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making. At the end of the project the decisions will be mostly automatic, allowing the
spreading or concentration of resource intense and resource‐low components.
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5 Requirements
This section presents the system requirements for the Common Information Space. These
requirements were developed on top of analysis of user requirements presented in
Deliverable 2.2, “Functionality and architecture of internet based EWS and EWS hosting
platforms” [D2.2].

5.1 UrbanFlood user requirements relevant for the CIS
The following is a list of user requirements, defined in Deliverable 2.2, “Functionality and
architecture of internet based EWS and EWS hosting platforms” [D2.2], which have impact
on the design of the Common Information Space. Selected requirements have been copied
from [D2.2] retaining the original numbers (the left column).
D2.2 req. nr.

Description

2

UrbanFlood exploits the Internet and Internet‐based services to create
a powerful yet cost‐effective EWS.

4

The EWS should provide a number of functional modes such as routine
asset management, event simulation and event management
capabilities to assist stakeholders in routine working, event planning and
event management.

5

An EWS should provide the capacity for automated, round‐the‐clock,
electronic enhancement of the dike inspection processes. (In a most
basic form this information will indicate dikes requiring maintenance.)

8

The EWS should be developed in such a way that it can be offered as a
service, and specialized service providers may exploit it as an online
service.

9

The EWS platform should be operated as a shared service.

10

Multiple EWS share the same resources.

11

Resources to support EWS operations at peak times should be obtained,
via the Internet, from cloud computing service providers.

13

An EWS should be constructed in such a way that several suppliers can
deliver, in competition, parts of an EWS.

16

An EWS platform should be open source.

19

An EWS should be able to translate sensor data to information that can
be used in the maintenance of dikes

20

Sensor data, and information that is derived from it, must be protected

Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

22

August 2010

in order to prevent manipulation.
22

An EWS must have the built‐in property to accommodate changing
technologies and requirements.

24

The internet is the main medium through which the EWS interacts with
the authorities and the public.

25

Multiple EWS‐es can run in parallel, allowing multiple objects to be
monitored, or, as importantly, old and new versions of the EWS to
coexist.

27

A single CIS technology should be used multiple times to implement all
EWS functions and services, including the allocation of hardware
resources, and the support of CIS services in the same manner as
adopted by GEOSS and INSPIRE, as well as the management of EWS‐es.

28

A complete EWS should be managed in a similar manner to a single plug‐
in (!), allowing the CIS technology also to manage complete EWS‐es.

29

The CIS should manage the communication channels between the
sensors and the EWS, e.g. to facilitate the process of adding new
sensors.

30

Metadata should be available through the CIS / EWS services to ensure a
proper interpretation of the data.

31

Enable other parties to locate the necessary entry points to the EWS to
request the data.

32

The data will be visualized for these authorities using the decision
support tool included in the EWS. The decision support tool is an inter‐
active tool running on a Multi‐Touch table.

33

Various versions of the EWS should be able to run in parallel allowing a
smooth software upgrade strategy.

34

Multiple EWS should be able to monitor the same data, facilitating
second opinions in the decision taking processes.

35

An EWS must be created through an installer program (not by populating
computer systems manually with software). This kick starts, technically
and financially, the development of an EWS for the monitoring of
another dike system or even a completely different environmental issue.

36

An dedicated EWS must be created for (self‐)monitoring the UrbanFlood
EWS, that is potentially running in several places on the Internet, to
create a robust EWS platform.
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37

The CIS technology should facilitate the integration of other EWS‐es
running on the same platform. This benefits, for instance, the modularity
of complex EWS‐es as well as collaborations between several authorities
each having a (part of) an EWS.

38

Most, if not all software should run on a virtual computer / machine.

40

CIS should manage the hardware resources needed by other plug‐ins;
resources can also be obtained through the Internet, distributing the
EWS platform over multiple locations.

41

CIS management technology only addresses abstract key performance
parameters such as CPU time, storage capacity, memory in use and
communication bandwidth. The management technology is otherwise
unaware of what the components are doing. This should be the basis of
the general‐purpose EWS hosting platform.

42

The EWS should deploy state‐of‐the‐art mechanisms for robust and
secure operations.

43

The system should monitor itself, the internet and sensor connections,
and resource usage to warn and take real‐time countermeasures for any
technical failures and acquire statistics about the availability of all
components.

44

Performance parameters of the EWS should be available for EWS
stakeholders.

45

Common design patterns in securing and hardening enterprise service
bus implementations can and should be deployed.

46

The origin of data and services should be traceable and logged.

48

EWS, and especially CIS, will contain a web server and web services
technology that can support scientific and educational applications.

5.2 System requirements for the CIS
This section presents system requirements for the Common Information Space that were
derived from the analysis of the user requirements gathered in Section 5.1. The outcome of
the analysis is presented in the following table. The first column contains numbers of source
user requirements from [D2.2]. The second column contains the derived system
requirements for the CIS. The third column lists the affected CIS subcomponents and
explains what functionality is required to fulfill a particular requirement.
WP5 D2.2 req. nr.
req.

Common Information Description
Space requirement
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nr
1

2, 9, 10, 13, EWS
should
27, 28, 37
composed
appliances

be PlatIn allows creation of EWS‐es by
of connecting appliances using a supporting
integration language (e.g. BPEL).
DyReAlla sets up, configures and optimizes
the CIS execution environment deployed on
cloud resources.
UFoReg stores metadata about the available
appliances.

2

8, 9, 24, 27, EWS
should
use PlatIn provides connectors for standard
37, 4, 32, 38
communication
communication protocols.
standards such as WS,
UFoReg uses REST.
JMS, FTP

3

4

User should be able to For every application deployed into PlatIn a
set EWS priority
priority (alert) level can be set. This
information is used by EWS itself and it is
routed into DyReAlla,
DyReAlla allocation algorithms respect EWS
priority.

4

19

CIS should deliver PlatIn delivers transformation capabilities,
transformation
e.g. XSLT.
capabilities

5

16

CIS should be open All CIS components will be published as
source
open source.

6

4, 5, 44

User should be able to PlatIn uses standard protocols to configure
configure EWS
EWS‐es.
DyReAlla provides initial configurations for
appliances at startup time.
UFoReg stores configuration.

7

2, 11

EWS should be able to DyReAlla manages appliances required by
use shared cloud EWS and enables communication with
resources
appliances using standard protocols.

8

11, 27, 28, 38

Cloud
resources DyReAlla monitors resource load and
should be used in application performance to dynamically
effective way
allocate resources.
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9

11

CIS should be able to DyReAlla can
require
resources providers.
from
external
providers to handle
peak demands

10

2, 40

CIS should allow to UFoReg stores information about available
search
information data sources and appliances.
about available data
sources
and
appliances

11

25, 27, 33, 34

CIS should be able to PlatIn may stores different EWS versions.
host multiple EWS‐es
UFoReg may store information on multiple
and EWS‐es versions
EWS‐es.

12

28, 11

CIS should support DyReAlla can instantiate and configure
dynamic
appliance appliances on demand. Depending on its
deployment for ESW priority, an appliance will be assigned the
demand
appropriate share of resources.

13

29

CIS should
sensor
capability

use

external

resource

deliver PlatIn allows access to sensor data using
access standard communication protocols.
UFoReg stores sensor metadata.

14

29, 30, 31

CIS should provide UFoReg can manage such data.
metadata
registry
allowing to describe
e.g. sensor data

15

36, 43

CIS should support PlatIn delivers an API to monitor running
EWS (self) monitoring EWS‐es.

16

41

CIS
should
use DyReAlla will use VM‐level metrics.
abstract performance
parameters (e.g. CPU
time, storage capacity,
memory in use) to
manage
cloud
resources

17

5, 46

CIS should provide PlatIn
provenance tracking
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provenance data.
UFoReg is used as a backend to store the
gathered provenance data.

18

20, 42

CIS should support All CIS components
secured
conversations.
communication
channels

support

secure

19

42, 45

CIS
administration All CIS administration operations will be
operations will be secured.
secured

20

41, 44

CIS
should
information
component
statistics
availability,
performance)

21

8, 22, 27, 45, 2,
27,
45,
35 PlatIn delivers editors for all supported
35
CIS should deliver easy integration languages.
(e.g. graphical) way of
creating EWS

22

45

store DyReAlla will report statistics to UFoReg.
about
usage
(e.g.

CIS should deliver PlatIn delivers a set of integration languages
common
design (e.g. BPEL, Camel).
patterns allowing EWS
creation
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6 Architecture of the Common Information Space
This section discusses the overall topology of the Common Information Space architecture.
The presentation aims at explaining the way in which the system is composed while
delegating all the details related to particular subparts to dedicated sections (see Section 7).
In addition, this part focuses on the structural aspect of the Common Information Space
design, identifying parts of the system and showing how these parts are interconnected. An
important consideration at this stage of the design process is to list the communication
channels between components and identify their nature.
It is quite obvious that a detailed design diagram such as the one presented in this section
will evolve throughout the lifetime of the project. For this reason, the content presented
below should be treated as a snapshot of the current state of development of the Common
Information Space.
An overview of the UrbanFlood Common Information space is presented in Figure 14. It
shows all subcomponent of the system as well as defined communication channels between
these modules. The topmost part is devoted to the presentation layer. It contains two
groups of user interfaces. The first one is aimed at the developer who creates an EWS using
one of the supported integration languages (e.g. BPEL). The user can also communicate with
the Integration Platform in order to deploy new version of EWS‐es or manage existing ones.
The second group of user interfaces is dedicated for end users. These UIs are created in the
scope of WP4 and installed on multi‐touch tables. Standard communication protocols are
used to communicate with EWS instances in order to receive data presented to the user and
send user input to the working EWS.

Figure 14. Common Information Space architecture presenting the whole ecosystem designed and developed
in the scope of WP5 and showing the interaction between components delivered by other work packages.

The presentation layer overlays the server‐side Common Information Space layer. The heart
of this system is the Integration Platform (PlatIn) which delivers a set of engines
implementing integration standards. Such engines permit execution of EWS‐es created using
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appliances. PlatIn extends the engines and introduces additional capabilities which exploit
the cloud environment managed by the Dynamic Resource Allocation (DyReAlla) module and
simplify the process of sensor data access and provenance logging. We have identified BPEL
as our first integration standard. It will be used to create initial prototypes of EWS‐es. For
this purpose the OpenESB framework will be used and integrated.
DyReAlla receives requests from PlatIn about the required appliances and their level of
importance. Using this information and data received from the cloud manager created in
WP6 (Plugin technology) it allocates the required space to instantiate appliances and to
configure proxies used by EWS. Once EWS is up and running, notifications about any actions
are logged in UFoReg. This component also stores information about dike sensor metadata,
appliance metadata, etc. Such data can be browsed by the user during EWS creation and
execution.
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7 Detailed design of Common Information Space subsystems
The aim of this section is to present a detailed architecture of each UrbanFlood Common
Information Space subcomponent. UML notation is used to present the architecture of every
subcomponent and to define their internal/external interfaces.
This section is divided into three parts dedicated to:
•

PlatIn – Integration platform,

•

DyReAlla – Dynamic Resource Allocation,

•

UFoReg – UrbanFlood Metadata Repository.

7.1 PlatIn – Integration Platform
The integration platform (PlatIn) is an integral part of the UrbanFlood Common Information
Space (CIS) responsible for integrating loosely‐coupled application elements into an
operational Early Warning System (EWS) instance. This component focuses on delivering a
platform which interconnects application components, created by different organizations,
deployed in a dynamic cloud environment and supporting various communication protocols,
in a relatively simple way. Another challenge for PlatIn is that it should be usable by
hydrologists, who are the main end user group of UrbanFlood. We believe that this task can
be achieved by delivering an abstract resource description layer presented to the user in a
graphical way. For this reason we plan to use Business Process Execution Language (BPEL)
[BPEL] as an integration language. This methodology has a strong users community and
enjoys support from many vendors. We intend to apply an open‐source BPEL engine –
openESB. It is connected with a powerful user interface allowing developers to create BPEL
processes in a easy and user‐friendly way. Additionally, the integration of the UFoReg
metadata repository allows presenting information about available resources, data sources
and data formats to the user. Another challenge involves rules for transforming messages
from one format to another and sending them between different communication endpoints
(possibly supporting different protocols). For this purpose we plan to employ a set of
enterprise integration patterns. The problem of self‐monitoring and reacting to changing
situations inside the dike is another challenge which has to be dealt with by PlatIn. To fulfill
this requirement, the Integration Platform team plans to deliver a rule engine. The last
challenge for Integration Platform is to efficiently use cloud resources. To achieve this goal
we aim to integrate PlatIn with another CIS component – DyReAlla.
The following part of this section contains a detailed design of PlatIn. At the beginning, the
required component functionality is presented, along with a presentation of system actors
and use cases. Subsequently, the internal architecture of PlatIn is depicted. It includes a
deployment diagram, a set of sequence diagrams and information on required and provided
interfaces. Finally, selected implementation technologies are presented.
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Functionality

PlatIn functionality can be discussed from two points of view. The first perspective is the
process of EWS creation while the second one focuses on EWS execution and management.
Both scenarios have dedicated actors. For the first group we have EWS Composer, i.e. a
person skillful enough to create an EWS using one of the integration languages supported by
PlatIn. Another responsibility of this actor is to deploy and create a configuration template
for the new EWS. The second group of use cases, connected with EWS execution and
maintenance, involves two actors. The hydrologist is a person who uses multi‐touch tables
to monitor dikes and execute simulations. This person has the domain knowledge required
to establish correct EWS parameters. The second actor is another EWS system instance,
which uses standard communication protocols to execute other EWS‐es with predefined
configurations.
Use cases

Figure 15 presents the first group of use cases, where a real person (EWS Composer) is
responsible for creating or modifying existing EWS‐es using one of the supported integration
languages (e.g. BPEL, EIP). For this purpose dedicated editors integrated with other CIS
components (e.g. UFoReg, which stores information about available applications) are used.
During EWS creation and setup the user does not have to specify exact information about
the place where EWS applications are to be located. This information is received in a
dynamic way, thanks to integration with DyReAlla. When ready, the EWS is deployed into
one of the PlatIn execution engines. This task may require additional steps, for example
registering a new EWS version in the UFoReg metadata repository. Once EWS is deployed, it
can be executed.

Figure 15. Use case diagrams for the EWS Composer responsible for creating or modifying EWS‐es and
deploying them into PlatIn execution engines.

The diagram shown in Figure 16 presents a set of use cases connected with the process of
EWS execution. It has two actors: a hydrologist who uses an external interface installed on a
multi‐touch table to perform monitoring of the state of the dikes or execute simulations, and
another EWS, which is able to configure and execute additional EWS‐es. As a conclusion, the
defined functionality (e.g. flood simulation) can be encapsulated into one EWS and reused
by another (e.g. when the dike monitoring EWS discover that the water level is too high, a
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flood simulation can be launched to predict which city regions will be flooded and which
citizens to send evacuation notices to).
As stated above, the process of EWS execution has to be preceded by a configuration step. A
configuration template can be obtained and saved inside the UFoReg metadata repository.
Each configuration contains data specific to a specific EWS instance, for example information
about models used in the simulation and their parameters, or information on how to access
sensor data (current or historical). After the configuration is prepared, the EWS can be
started. The parameters of running EWS‐es (such as their importance level) can also be
changed at runtime.

Figure 16. Use case diagram for EWS execution. EWS can be configured and executed by two types of actors: a
hydrologist who executes an EWS using a dedicated device, and another EWS which is able to trigger additional
EWS‐es using standard communication protocols.

Architecture

The diagram presented in Figure 17 presents the decomposition of the PlatIn system and
other CIS components interacting with the Integration Platform. From the user’s point of
view, the Application Manager is the most important component. It delivers two interfaces
allowing users to interact with PlatIn. The first one – Administration API – can be used to
deploy or modify existing EWS‐es. This component is connected with Administrative tools
that allow users to create an EWS from available application appliances registered inside the
UFoReg registry. Administrative tools will reuse existing editors and tools specific to each
supported integration technology, extending them where necessary and integrating them
with other CIS components. For example, we plan to reuse the NetBeans BPEL editor for
workflows and we will extend it by adding support to browse metadata repositories for
information about existing appliances. The second interface – Run API – provided by the
Application Manager, is used to manage EWS execution. It is also connected with a set of
tools allowing users to start, stop, hibernate or reconfigure selected EWS‐es. Every EWS can
also deliver a dedicated API to create rich user interfaces installed on multi‐touch tables in
the scope of WP4.
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Figure 17. PlatIn architecture and deployment diagram in the scope of the Common Information Space. The
diagram presents internal and external interfaces, as well as external components used by the Integration
Platform.

EWS execution is triggered from the user interface. This request is sent to the Application
Manager, which collects all necessary information from UFoReg (e.g. appliance
configuration, model parameters) and forwards it to an appropriate engine. At this stage of
the project we have identified three engines which are potentially important for UrbanFlood
applications:
•

BPEL Engine is able to store and execute workflows. Two main advantages of BPEL
are the ability to create workflows using a graphical notation and support for many
communication protocols (e.g. WS, JMS, FTP, etc.). What is more, each workflow
represents the business logic of the application, understandable by UrbanFlood end‐
users (i.e. hydrology experts).

•

Route Engine which implements a set of Enterprise Integration Patterns, used when
data from one source should be transformed and transferred to another endpoint.
This solution enables composition of EWS‐es from many independent routes. While
it does not see the EWS as a whole, it is very flexible and has many can be used to
develop a wide range of integration solutions.

•

Rule Engine is used to implement CIS self‐monitoring. By using this engine we are
able to formulate rules for monitoring the state of dikes or other EWS‐es and
execute specific actions whenever some threshold is exceeded.
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Every engine available inside PlatIn should support provenance data gathering, by logging
information about external application execution, its configuration, input and output data
using the Provenance API.
Control Flow

Figure 18 presents a sequence diagram showing PlatIn usage. It depicts the process of
running a workflow created in BPEL. On the basis of initial analysis of the already‐defined
UrbanFlood application we decided that BPEL will be sufficient to implement the initial
versions of EWS‐es, thus support for this technology will be added at the beginning of PlatIn
implementation. Sequence diagrams for other technologies will be very similar. In
conclusion, Figure 18 presents the overall idea of running an EWS and configuring the whole
Common Information Space environment. According to the deployment diagram presented
in Figure 16 EWS can be invoked by a human (in most cases, a hydrologist) as well as by
other EWS‐es (for example when a dike monitoring EWS discovers that one of the alert
thresholds is exceeded) (1). This request is redirected to the BPEL engine, where a suitable
workflow is located (2, 3). Subsequently, the configuration document describing all the
required appliances and the workflow itself is obtained from UFoReg (4, 5). At this point all
information necessary to instantiate the workflow is available and, as a result, a new
workflow instance is configured (6) and the importance level is set (7) (the importance level
determines how many resources will be allocated for this EWS Instance). After the workflow
is configured it can be started (8) and a unique EWS identifier is returned to the user (10,
11). When the workflow is instantiated the PlatIn system investigates it and searches all used
appliances. This information, together with appliance configuration and EWS importance
levels, is sent to DyReAlla, which sets up the whole cloud environment (14).

Figure 18. Running a new workflow. The sequence diagram shows how CIS is configured during workflow
execution; in particular, how the configuration is reached from UFoReg and how DyReAlla is notified about the
required appliances.
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The sequence diagram presented in Figure 19 shows the process of changing EWS
configuration during runtime. The “change configuration” action is similar to the previous
use case and may be triggered by the owner of the EWS instance (a hydrologist or another
EWS) (1). During this action appliance configuration and importance levels can be changed. A
request is redirected to the Application manager component (2). Once a specific EWS is
found (3, 4) the new configuration is set (5). Finally, DyReAlla is notified about the
configuration change (6), which can trigger changes in the cloud infrastructure it manages.

Figure 19. Changing EWS settings. The diagram present how PlatIn notifies the Common Information Space
about changes. Changes can involve appliances as well as importance levels.

Defined interfaces

PlatIn is a central element of the Common Information Space created in the scope of the
UrbanFlood project. Thus, it is used by the end users to create and execute EWS‐es. We have
identified two interfaces (Administration API and Run API) provided by this system: the
former allows management of the available EWS‐es (install, uninstall, change configuration,
etc.) while the latter is dedicated to creating EWS instances. This action requires an
appropriate EWS configuration. For each of these interfaces a dedicated user interface will
be created in the scope of WP4 and WP5 respectively.
Apart from those interfaces PlatIn also requires two additional interfaces to take advantage
of cloud computing and the metadata repository. In conclusion, it uses the Deployer
interface from DyReAlla to notify this component about the required appliances and the
Search API from UFoReg to configure instantiated EWS‐es.
Implementation technologies

PlatIn is a composition of integration languages extended in order to take advantage of
cloud computing and to simplify the process of EWS creation. During the implementation
phase we plan to reuse existing integration languages and patterns, such as BPEL [BPEL] or
EIP [EIP]. For BPEL the most promising framework is openESB [OPENESB]. It delivers a BPEL
engine and a set of user interfaces (based on Netbeans) allowing creation of worflows in an
easy way. Camel also looks promising, as it implements many EIPs. We plans to use it to
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implement route definitions. In the scope of rules we have investigated Drools [DROOLS] and
will integrate it with CIS, if required.
The three types of technologies presented above fulfill all the requirements stated in the
architecture section. Since UrbanFlood is a research project, this list can be extended and
support for new integration frameworks can be added.

7.2 Dynamic Resource Allocation
The Dynamic Resource Allocation (DyReAlla) system is responsible for managing virtual
appliances (virtual machines with preinstalled applications) that constitute EWS‐es in an
efficient manner. Appliance can be in one of the following states: stopped (analogous to a
powered‐off PC, no resources are consumed except disk that stores the OS image), paused
(analogous to a hibernating PC; state of the running operating system is saved to disk, CPU
and memory are freed), running (virtual machine is allocated a certain share of CPU,
memory, network bandwidth and IO). The transition from stopped to running is referred as
booting. Booting involves starting the operating system and a software program. It is
foreseen that the software program may require some initial configuration data to start
serving requests for EWS.
DyReAlla ensures that all parts of EWS are available, configured and assigned appropriate
shares of resources. Since the resource pool is finite, the allocation is optimized both in
terms of resource utilization and application performance. DyReAlla monitors the execution
environment and adapts it to dynamic loads and alert levels (this includes urgent computing
facility). Having analyzed various dynamic resource allocation systems (see Section Dynamic
Resource Allocation in [D5.1]), we believe that the approach based on a utility function is
the most promising and will be pursued within the UrbanFlood project. The utility function
reflects the satisfaction (or dissatisfaction) with EWS performance and resource utilization
for one specific resource allocation. By optimizing the utility function one can find optimal
resource allocation. In order to measure satisfaction we need to define appropriate criteria.
End users can define high‐level descriptions of the desired EWS Quality of Service (for
instance, processing and visualizing sensor data should take at most five minutes). Since
DyReAlla manages parts of EWS (appliances), the QoS of EWS must be mapped to the QoS of
the appliance (more specifically, the QoS of the application being installed in a VM) such as
the request‐per‐second rate or the time of serving a single request. There is a plethora of
methods (including machine learning, artificial intelligence or benchmarking) that could be
applied to derive required appliance QoS, however this is out of scope of the UF project.
Please note that DyReAlla does not guarantee QoS of EWS or appliances since it manages a
finite pool of resources.
Besides QoS it is important to consider the priorities of EWS while allocating resources.
Therefore we define the alert level (or importance level), reflecting the EWS instance status,
which defines the importance of the application. This value is taken into account by
DyReAlla, which uses it to prepare appliances for an EWS instance (the higher the
importance level the more computer power will be allocated for appliances). When an
application has the highest possible alert level, all appliances not used by this application will
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be paused and all available computer power will be made available for the application used
by the EWS instance.
Satisfaction with EWS decreases if its QoS is violated. In UrbanFlood we will start with a
utility function defined as a weighted sum of satisfaction for all EWS‐es (alert levels will be
used as weights). We will subsequently enhance this function by taking into account
additional criteria, such as resource utilization or any other metrics that will appear
significant during project development.
As described in Section 3.3 of [D2.2] the Service Provider hosts a single or multiple EWS and
is responsible for providing resources to the hosted systems. The problem which we focus
on is the resource allocation, which is defined as a limited assignment of the ownership of
resources [THAIN05,LIVNY2009]. Virtualized resources are allocated to specific services of
the Common Information Space.
Our approach to resource allocation has certain characteristics with respect to which it can
be compared with other solutions. There are surveys and taxonomies of scheduling in
distributed and Grid systems, e.g. in [CASAVANT1988] or [Yu2005].
In this context, our approach can be regarded as:
•

global, since it optimizes the allocation of all the resources managed by the service
provider, not a single application or single resource;

•

having full control over the resources it manages, so it is more than just a broker
which can delegate work to other resource managers;

•

dynamic, since the decisions are taken dynamically at runtime;

•

centralized, since it has the full view on the resources and running services;

•

devoid of a queuing mechanism – however it may happen that some services have
no resources allocated, which means that they are pre‐empted or suspended;

•

since the EWS applications include not only interdependent tasks but also processes
which coordinate services, workflow scheduling techniques cannot be directly
applied.

The approach to resource allocation outlined above will evolve throughout the project and
may be subject to refinements based on application requirements and experience with early
experiments.
Functionality

The main objective of DyReAlla is to efficiently assign available computing resources to EWS
components in a way that maximizes EWS performance. Its functionality can be described
from three viewpoints. Figure 20 provides a general overview of DyReAlla functionality. As
can be seen, DyReAlla involves three classes of actors. The first one is DyReAlla itself. The
process of automatic optimization of allocation does not have to be triggered by any
external actor – rather, it is invoked automatically when the system detects suboptimal
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allocation. The second actor is the Integration Platform, which may call DyReAlla via its
remote interface and request adaptation of computational environment to current
requirements or information on which appliances are required by the running EWS‐es. The
third actor is the EWS which invokes operations using a DyReAlla proxy that load‐balances
traffic and delegates computation to one of the available appliances.

Figure 20. DyReAlla use case diagram, illustrating the functionality accessible by EWS, the Integration Platform
(PlatIn) and DyReAlla itself. It also shows functionality not directly called by actors but present in the system.

On a high level of abstraction, DyReAlla provides the following functionality:
1.

Optimization of application performance and resource utilization. This is the core
feature of the dynamic allocation system. It ensures that EWS‐es composed of
appliances running in CIS are assigned a sufficient share of resources to satisfy their
QoS requirements. Moreover, it enables efficient utilization of resources available in
CIS. The optimization process is not triggered directly by any external actor, but
performed automatically when DyReAlla detects that it is needed.

2.

Request EWS components. DyReAlla is invoked by PlatIn (Integration Platform) to
ensure that a set of appliances with specific initial configurations required by the
starting EWS is available. This feature relies on optimization functionality.
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3.

Adapting the execution environment to changes in alert levels. PlatIn can informs
DyReAlla that an alert level has changed. This may affect the utility function that is
used to calculate resource assignments, resulting in allocation of more resources to
one specific EWS which is deemed more significant than others.

4.

Route traffic. EWS‐es do not know the dynamic IP addresses of appliances they use.
Therefore, they refer to JMS or DyReAlla proxy which are aware of the entire
execution environment and can load‐balance and route messages and invocations.

In use cases 2 and 3 PlatIn defines priorities with which EWS‐es operate. By setting the
highest priority PlatIn indicates that urgent computing is required. In such a case DyReAlla
may decide that preemption of other running EWS‐es is necessary. It is foreseen that
DyReAlla may need to communicate with external infrastructure providers and be able to
use external resources. Examples of such providers include commercial clouds or computing
services for scientists. If such functionality appears to be useful in the course of the
UrbanFlood project DyReAlla will be extended to interact with specific external providers.
In order to provide features 1, 2, 3 and 4 DyReAlla must also implement some internal logic
that is not directly called by actors. Internal system features include:
•

Monitoring resource utilization. Load metrics for virtual machines running EWS
components are among the information necessary to allocate the optimum share of
resources to appliances. Virtual machine metrics (below the application layer) such
as CPU load, memory consumption, disk and network usage will be collected.

•

Monitoring application performance. This will gather the second batch of
information required to make allocation decisions. Application performance metrics,
adequate for used the communication protocol in use, will be measured. Sample
metrics include request processing time for applications using SOAP or queue wait
times and queue length for applications using JMS.

•

Allocate optimal resource share for each appliance. Once optimal allocation is
computed, it needs to be applied in the cloud infrastructure.

Going further into details, the system must be able to perform the following low‐level
operations:
•
•
•
•

Starting/stopping and pausing/resuming virtual machines.
Changing resource allocation for running virtual machines.
Preemption of appliances – some virtual machines may need to be stopped or
paused in order to free resources for other appliances that have higher priorities.
Providing initial configuration for starting appliances. Many appliances may be
created from one template; thus each appliance may need some configuration data
such as topic names it should subscribe to or publish. Initial configuration must be
available for every appliance at a well‐known static address.

Note that DyReAlla delegates the actual work of managing virtual machines to the cloud
layer that is provided by WP6.
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Composition of DyReAlla

Dynamic Resource Allocation (DyReAlla) is a subsystem of the Common Information Space.
Its architecture and deployment is depicted in Figure 21. DyReAlla is split into packages that
contain components and classes, each implementing one aspect of the system.
DyReAlla's core package is named Allocation. It contains the main component which is
AllocationManager. This component is responsible for internal representation (see
description of package AllocationModel) and optimization of resource assignment. It makes
decisions about vertical scaling (changing the amount of resources assigned to one virtual
machine) and horizontal scaling (changing the number of virtual machines). It exposes a
public remote interface named Deployer and uses UFoReg and PlatIn external components.
AllocationManager has a ResourceDemandEstimator. Its task is to predict future resource
demands on the basis of current load provided by CEPEngine and appliance historic
execution data stored in UFoReg.
The Monitoring package contains components responsible for monitoring resource
utilization and appliance performance. The ResourceMonitor component includes monitors
capable of monitoring specific cloud infrastructure. Resource utilization metrics (such as CPU
load or memory consumption) are reported to the CEPEngine component. Similarly, the
PerformanceMonitor component reports performance metrics that are collected by
monitors specific for each communication protocol. For instance, JMSMonitor monitors the
length of request queues or the time that messages spend in queues before being
consumed. SOAP monitoring is more complex, hence our approach is different. Appliances
which use the SOAP protocol are dynamically assigned IP addresses; therefore their
endpoints are not known by clients. Dynamic reconfiguration of DNS is not a good solution
to this issue since the number of appliances of each type may vary. To overcome these
obstacles the WSBalancer component exposes a proxy with a well‐known address. Clients
use endpoints that begin with a proxy address and have an appliance‐specific suffix.
Requests arriving at the WSBalancer are dispatched to a dynamic pool of appliances. All
SOAP requests pass through the balancer so it is able to measure request rates and time.
CEPEngine collects data from both types of monitors. It fulfills two very significant goals: it
aggregates data for ResourceDemandEstimator and detects suboptimal resource allocation.
Resource assignments that are computed by the AllocationManager need to be applied in
the execution environment. The Cloud package consists of components that are responsible
for interfacing cloud infrastructures. There are dedicated clients, each interfacing one
specific computing infrastructure. The VMConfigurator component exposes a remote
interface used by appliances to obtain their initial configuration.
The AllocationModel package contains classes that model resource and appliance allocation.
These classes are used by all DyReAlla components as an internal representation of the
execution environment state. This package is discussed in more details in a separate section.
The presented DyReAlla architecture is modular; therefore the system is customizable and
can be easily extended. Most of system parts (components) can be replaced with other
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components implementing the same interfaces in order to alter or enrich DyReAlla
functionality.

Figure 21. Architecture and deployment of DyReAlla in the scope of the Common Information Space. The
internal structure of the system is presented along with exposed interfaces and external dependencies.

Resource allocation model

UrbanFlood’s CIS will host multiple Early Warning Systems on the same infrastructure. EWS‐
es and their components will be dynamically started and stopped. Furthermore, resource
assignments might be dynamically changed. In light of these requirements, the dynamic
resource allocation system must be aware of both the infrastructure (resource capacity and
utilization) and EWS state. Infrastructure data consists of information about:
•

resource capacity,

•

resource utilization,

•

resource allocation.

Data describing EWS execution includes:
•

a list of running composites, their priorities and deployment details,
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DyReAlla stores this data in its internal object‐oriented model. The execution environment is
represented by a set of classes that are grouped in the AllocationModel package. A class
diagram illustrating the internal representation of the execution environment is presented in
Figure 22. To facilitate references to this diagram, names of classes and packages are given
in italics. Going from the top, DyReAlla must keep trace of every deployed EWS. This is
modeled with the Composite class which represents a single running BPEL process
implementing an Early Warning System. Each composite can be started with a custom
priority, reflecting the alert level. Therefore Composite is associated with exactly one
CompositePriority class. Each EWS can have quality of service restrictions which are
represented by the CompositeQoS class. Early warning systems are composed of
components running on virtual machines hosted in the cloud infrastructure. In the DyReAlla
internal representation those components are modeled with the Appliance class. Every
appliance also receives a share of resources such as CPU, RAM, IO (ResourceAssignemt and
Resource classes). Similarly to composites, appliances can have a priority (AppliancePriority)
and QoS (ApplianceQoS) derived from the priority and QoS of EWS‐es (composites) which
use them. At runtime, each appliance can be characterized by PerformanceMetrics and
LoadMetrics. The former is a quantitative description of the performance of an application
running in a VM (i.e. appliance). Performance metrics that are measured vary depending on
the communication protocol which the application uses. For instance, for applications using
SOAP these metrics may include the mean number of requests served per second or the
average response time while for JMS‐based communication queue lengths and message wait
times might be measured. Performance metrics are used to check whether the quality of
service of an appliance, represented by the ApplianceQoS class, is violated. Load metrics
include data on VM resource utilization such as CPU load, memory consumption or IO
operations. These VM‐level metrics are assumed to reflect system load generated by the
EWS component since every appliance contains only one application (component).
An appliance is instantiated from an OS image with one of its components, such as
simulation or AI, installed. In the DyReAlla allocation model such image is called the
ApplianceTemplate. Every EWS component (Appliance) can use one or more communication
protocols. Protocol is a base class for all classes modeling specific protocols. Examples of
such protocols include FTP, SOAP or JMS which are represented by FTPProtocol,
SOAPProtocol and JMSProtocol respectively. Every protocol can have a set of specific metrics
that describe application performance (PerformanceMetric). Additionally, data specific to a
given appliance template may be used to estimate appliance resource demands. An example
of such data is the average historical load for appliances instantiated from a specific
template. This data is modeled by the PerformanceData class and stored in UFoReg.
In order to instantiate a useful EWS component from a template an appliance needs to be
provided with context information, required to properly configure a booting appliance. This
information is obtained from UFoReg and represented by InitialConfiguration. It is possible

Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

42

August 2010

for appliances to share the same template and initial configuration which may serve many
requests of a give type in parallel.
DyReAlla estimates appliance resource demands on the basis of their load metrics, QoS and
performance data. Allocation of resources to appliances is dynamically optimized on the
basis of resource demands and priorities. It is possible for an appliance to not be assigned
any resources – for example when it is suspended to free resources.

Figure 22. Internal representation of the Common Information Space execution environment used by the
dynamic resource allocation system (DyReAlla). The UML class diagram presents classes and relations which
model an infrastructure for hosting multiple early warning systems.

Provided interfaces

DyReAlla
exposes
three
remote
interfaces:
Deployer,
SOAPProxy,
and
InitialConfigurationProvider. The first is used by PlatIn and provides two types of
functionality:
•

Request availability of EWS components. PlatIn notifies DyReAlla about a new Early
Warning System. It provides a unique EWS identification that will be mapped to a
Composite in the DyReAlla internal representation. PlatIn also lists all appliances that
are required by the new EWS. DyReAlla checks if there are existing VMs which can
meet the requirements of the new EWS; it can also initialize new VMs.

•

Adapt the execution environment to changes in alert levels. PlatIn notofies DyReAlla
that an alert level has changed. DyReAlla modifies its utility function to ensure that
resource allocation matches the new situation.

The SOAPProxy interface is used to load‐balance and route SOAP traffic. Since EWS is not
aware that its parts (appliances) are dynamically managed, it does not know the IP addresses
of appliances. In the case of SOAP communication, EWS uses SOAPProxy with a well‐known
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address and invokes all operations on it. The suffix in the URL of each invocation enables the
proxy to route traffic to an appropriate appliance.
Appliances are instantiated from templates and require some configuration before they can
start serving requests for EWS‐es. After an appliance starts, it can call the
InitialConfigurationProvider restful interface to obtain its initial configuration.
Dependencies

Dynamic Resource Allocation is not meant to work as a standalone application. Figure 21
shows that DyReAlla has two external dependencies. First, it requires a resource manager
that will apply DyReAlla decisions about allocation to the execution environment. In
UrbanFlood, DyReAlla will use the cloud manager provided by WP6 and communicate with it
via JMS. Interactions between DyReAlla and the UrbanFlood cloud manager are
bidirectional. The cloud manager reports:
•

physical machines that are available in cloud and their parameters;

•

running virtual machines (appliances);

•

appliances that can be started (these include virtual machine templates, stopped
and paused virtual machines);

•

virtual machine load;

•

status of commands issued by DyReAlla.

DyReAlla can request the cloud manager to:
•

spawn an appliance from a template;

•

start, pause, stop and reboot an appliance;

•

migrate an appliance to another physical host;

•

scale vertically (change the resource allocation of a virtual machine);

•

delete virtual machines.

Another external dependency of DyReAlla is the UrbanFlood Registry (UFoReg). It will serve
as a persistent store of data for DyReAlla. UFoReg will store and provide the following data:
•

mapping between appliance identifiers used in BPEL definitions of EWS and
identifiers of virtual machines in the cloud;

•

historical information on appliance performance;

•

initial appliance configurations.
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Control flow

This section describes how the functionality described in Section 5 is to be delivered. In
order to maintain a unified approach to resource allocation we do not distinguish initial
deployment planning from the dynamic optimization of resource allocation at runtime. The
former case can be reduced to the latter, which is more general.
Dynamic allocation/reallocation can be triggered by any of the following events (see

Section 5.2):
•

change in the performance parameters, e.g. due to changed the system load
(number of requests, events, etc);

•

new application started by:

•

o

the user;

o

(automatically) the system, due to a change in the alert level;

change in the performance of other EWS‐es running on resources exposed by the
same provider.

Optimization of application performance and resource utilization

The most complex functionality of DyReAlla involves optimization of application
performance and resource utilization; hence it will get the most attention in this section.
Automatic optimization of allocation can involve horizontal scaling (adding/removing VMs)
and vertical scaling (adjusting resources assigned to running VMs). To illustrate this
functionality we will focus on a case in which we scale appliances vertically, i.e., add one or
more virtual machines. Such a situation is depicted in Figure 23.

Figure 23. Sequence diagram illustrating the control flow of horizontal scaling (adding new appliances)
triggered automatically by CEPEngine when suboptimal resource allocation is detected.

The Complex Event Processing engine constantly analyzes performance (request processing
time, queue length and message wait time) and VM load (1). Performance and resource
monitors report online metrics (2 and 3). When the CEP engine detects suboptimal
allocation of resources it invokes the Allocation Manager to optimize allocation (4). As part
of the optimization process, the Resource Load Estimator is queried (5) to find and return
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future load (6). A utility function is calculated to find optimal allocation. If a new instance of
an appliance is needed, UFoReg is queried (7) and returns (8) data which allows DyReAlla to
map the required appliance to a virtual machine that can be started in the cloud and provide
an initially‐configured appliance. An appropriate request is issued to the cloud client (9)
which creates an initial configuration for VM (10) and delegates a VM creation request to a
dedicated cloud client (11). The UF cloud client sends a “create new VM” message to JMS.
Once this message is received by the cloud manager (12), a new VM is created (13). The
booting VM contacts the VM Configurator to obtain its initial configuration (14 and 15).
Other cases of scaling are analogous and hence won’t be described in detail.
Request EWS components

When PlatIn launches a new early warning system it issues notifications describing the EWS
priority and the appliances it requires (including information on specific initial
configurations). DyReAlla checks if those appliances are already running. If so, it checks if
they can serve the new EWS without violating QoS. If the required appliances are not
available or cannot serve more EWS‐es, more appliances need to be instantiated. DyReAlla
adds an Appliance object for each required appliance to its internal representation of the
execution environment. Those new objects have no resources assigned, so consequently the
optimization loop is executed. From now on this scenario is identical to the optimization use
case described in the previous section. If new appliances have high enough priorities to be
assigned a certain amount of resources, they will be started, otherwise they will wait until
the computing infrastructure is less loaded.
Adjusting allocation to changed alert level

In some cases (such as a rapidly growing water level) a change in the alert level may be
required. This change should be reflected in the execution environment, i.e., the allocation
should be altered in such a way that EWS‐es that are most significant for the current alert
level receive sufficient resources. The alert level change can be triggered either by EWS or by
a human user. In both cases PlatIn informs DyReAlla about this fact. DyReAlla changes the
priorities of EWS and appliances in its execution environment model, thus modifying the
utility function used for optimization. DyReAlla then reinitiates optimization and performs
the necessary reallocations. This scenario is very similar to Optimization of application
performance and resource utilization except that allocation optimization is triggered by a
change in alert level instead of a detection of suboptimal allocation.
Implementation technologies

The Common Information Space will integrate applications using broadly‐accepted remote
communication protocols such as SOAP, JMS and FTP. Thus, DyReAlla must also support
these protocols in order to be able to monitor application performance and route traffic. It
should publish initial configurations in such a way that they will be easily accessible by
booting appliances. REST technology appears to be a good candidate here. Moreover,
DyReAlla will try to reuse existing components, for instance the CEP engine. Due to these
reasons the Java programming language seems to be a natural candidate for implementation
of DyReAlla. Plenty of libraries are available for Java which support the presented
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communication protocols. Furthermore, there is a wide range of open‐source Java projects
that may be reused by DyReAlla. Examples include ESPER [ESPER], which is a CEP engine, and
GEMINI2 [GEMINI2], which is a complete monitoring framework. In addition, Java supports
monitoring JMS [JMS] brokers using the JMX [JMS] protocol, which is the simplest and most
straightforward way to obtain performance information about JMS communication. Last but
not least, an advantage of Java is that CIS components might be started in one application
server, thus reducing resource consumption and facilitating maintenance. Another candidate
Java technology for DyReAlla implementation is the OSGi [OSGI] framework. It provides
great manageability of components (called bundles), although not all CIS components may
be implemented within this framework. In such a case, using OSGi would not present much
benefit.

7.3 UFoReg – provenance, metadata registry
The UrbanFlood Metadata Registry (UFoReg) is one of the main “memory” components of
a CIS setup. Its main purpose is to persistently store and provide, on an on‐demand basis,
various pieces of data or metadata. The information managed by UFoReg may come from
different sources and be consumed by various actors, whether artificial (other CIS
components) or human (who use dedicated tools to browse the data). Therefore, the core of
the Registry involves a general‐purpose data persistence solution, specifically targeted at
managing a large number of small data objects (mini‐documents) of considerable diversity
(ranging from geographical coordinates, through simulation parameter templates up to the
configuration descriptions for entire environments). Deliverable [D5.1] provides a better
explanation of the challenges involved in developing the Registry and selecting the
appropriate technologies. This section, however, focuses on the top‐level design of the tool,
presenting the main use cases to be supported along with the way they are meant to be
implemented, and giving a brief description of the first Registry prototype. Since UrbanFlood
is a research project and since it evolves rapidly, especially on the level of design and
implementation, the information included below should be treated as a first iteration of the
design‐prototype‐refactor process the developers will employ to deliver the final Registry. It
is meant to undergo further evolution during the Project’s lifetime.
Main Use Cases of the Registry

As stated above, UFoReg is essentially a registry for various kinds of information. According
to the nature of information and to the Semantic Integration [SEMINT] methodology used in
the design process, we divide the stored metadata into two main parts:
•

domain metadata – all metadata associated with the UrbanFlood hydrology
applications, required by the end users and the simulations,

•

integration metadata – all other data required by CIS components, the applied
technologies, protocols etc.

Technically, this distinction is not too apparent, since on the persistence level and within the
underlying data management layer both types of metadata are handled similarly. This
separation will, however, help us better explain the design of the tool.

Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

47

August 2010

Figure 24. Main use cases of the UrbanFlood Metadata Registry with the division on domain and integration
metadata.

The main use cases diagram (see Figure 24) shows some examples on how UFoReg is
supposed to be used in the deployments of the CIS technology. We are neither able to list all
the consumers or producers of metadata nor show all the modes of data management which
will be required in the scope of the Project. Instead, we present the use cases identified thus
far during the initial stages of the design process, as examples of the Registry’s mode of
operation.
The two main use cases presented in Figure 24 cover low‐level handing of domain‐specific
and technology‐specific metadata. The mechanisms to be used are similar in both cases (the
storage layer and the object mapping layer will be completely reused), however the cases
differ with respect to the data models they use. Proper data models for both use cases will
be prepared by the developers during the lifecycle of the Project in close cooperation with
domain (hydrology) experts and other EWS developers.
Examples of use cases which are based on these two most generic ones include:
•

manual or semi‐automatic registering of domain data otherwise stored by more
traditional means (e.g. an excel file, a free text description in a simulator manual
document) which are difficult to use by other components of CIS
o

•

the automation will be introduced by providing the end users
(administrators) a set of dedicated scripts to e.g. read sensor data source
files and publish them inside UFoReg

searching domain data using dedicated tools – for instance, the touch‐table
application users will search by proximity the nearest temperature sensors.
Additionally, UFoReg will enable UrbanFlood applications to query for sensors using
a dedicated API and enabling clients to retrieve the following information:
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o

Which sensors are
located;

available in the infrastructure and where they are

o

What types of data are provided by individual sensors;

o

How to access a given sensor in order to retrieve current or historical
measurements.

•

automated logging of domain data – some CIS components and possibly some
UrbanFlood applications will store hydrology‐related metadata for end users (for
instance to record provenance data such as the exact parameters of each simulation
run)

•

memory for CIS components – the elements of the environment will use UFoReg to
store and retrieve important information like, for example, where other CIS
components are deployed.

As can easily be seen, UFoReg serves many different purposes and therefore requires
considerable flexibility in the design approach to allow for easy evolution of the tool.
The Main Peers of the UrbanFlood Registry

Being an important part of the CIS structure, UFoReg is meant to be interfaced by many
different peers. Figure 25 shows what other components of the UrbanFlood EWS‐es may
produce or consume the metadata. These may be roughly divided into 2 main groups:
•

tools which are used by humans (directly, through GUIs or indirectly, invoked by
other GUIs) – these are usually responsible for manual data registration or retrieval
(browsing, search) and correspond with the right‐hand use cases shown in Figure 24;
sometimes users will also browse the historical data being automatically generated
by engines,

•

engines which work in the lower layers of CIS and perform the duties related to EWS
workflow management – these entities automatically, according to their
configuration, log (and later reuse) historical and provenance data about performed
operations; they also may, however, consume user‐originating metadata provided,
for instance, by EWS administrators using tools.
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Figure 25. General view of UFoReg internal structure and the parts of CIS which store or retrieve metadata
using the Registry.

Figure 25 also shows the main components of the internal UFoReg architecture. The
presented pieces correspond, to some extent, to standard elements of any persistence‐
based solution yet some novel elements are introduced to handle the challenges arising
from UrbanFlood use cases. These elements are described in the following section, which
presents how UFoReg handles the specific challenge of flexibility and generality.
Querying Sensor Metadata as a Sample Use Case of UFoReg

As noted in [D5.1], the core functionality of the UrbanFlood platform depends on reliable
and efficient access to sensor data. Thus, the platform must provide a common mechanism
for requesting such data, both with respect to historical and current measurements. The
UFoReg component is therefore a natural place where sensor descriptions and associated
metadata could be stored and accessed by applications who wish to communicate with
selected sensors in order to access the measurements they provided.
In keeping with the Sensor Web Enablement standard SWE which has been described in
Deliverable D5.1, it is foreseen that sensor data will be fed into the Common Information
Space by means of dedicated Web Services. The use of this common technology ensures
easy integration with various software tools which may require access to sensors (subject to
the requirements of UrbanFlood applications) as well as the technological solutions which
underpin the PlatIn component (i.e. the Enterprise Service Bus). To this end, TNO will expose
Web Services which can be queried for sensor readings while UFoReg will include metadata
descriptions of the available sensors so that clients who wish to exploit the TNO SWE
infrastructure may do so without having to provide such data on their own.
Following a request for sensor measurement data, the service will respond by populating
a JMS queue assigned to it by the CIS with actual data. In order to be able to uniquely
identify a service, the user must present its identifier. As service identifiers are not meant to
be human‐readable, the UFoReg component can be queried for services which most closely
match user requirements. This process is depicted in the following figure.
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Figure 26. Sequence diagram presenting access to sensor data in CIS.

In order to retrieve sensor information, the user can provide partial semantic descriptions or
just ask for sensors which most closely match the supplied characteristics. UFoReg will
respond to such queries by presenting the identifiers of the target sensors, including – if
applicable – their components (note that individual sensors may be subdivided into parts,
each of which is dedicated to measuring a different quantity). Having obtained the relevant
sensor IDs, clients may subsequently refer to the TNO Observations and Measurement
service, requesting observations from a certain interval. The O&M service responds by
pushing the required data into a dedicated JMS queue from which they can be retrieved and
parsed by the clients. The SensorML data format is used to express actual measurements,
providing a common standard for use by all components interested in accessing sensor data
in the UrbanFlood platform.
Providing the above functionality will require certain implementation and design actions.
More specifically, the following tasks are envisioned for the initial phase of CIS development:
•

Developing and deploying a UFoReg domain model consistent with the SensorML
model to enable UFoReg to store sensor metadata;

•

Provide a set of customized services (UFoReg RESTful UI definition) to enable sensor
providers to register new sensors and commit descriptions of their functionality;

•

Provide a set of customized services to enable EWS applications to query for service
metadata;

•

Develop a browser tool where users can access metadata descriptions directly and
monitor the available pool of UrbanFlood sensors.

Logging provenance to UFoReg

From a certain perspective, provenance data is just another type of metadata with specific
model, whose handling by UFoReg does not differ from any other type of metadata.
However, logging provenance does raise some specific challenges which need to be
explained. Provenance of a piece of data is the process that led to that data. In UrbanFlood,
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the main provenance‐based use case is the repetition of a previous workflow in order to, for
example, calibrate a simulation model. In order to support this use case, the following
metadata needs to be logged to UFoReg:
•

Workflow trace: what activities have been executed in the workflow, in what
sequence, what were the input and output data of these activities.

•

Invoked applications information: what components were invoked from the
workflow activities, what were their configurations, where were they deployed,
what data were passed to and received from these components.

PlatIn

Workflow

Invoked app

UFoReg

1 : generateWorkflowId()
2 : Start()

3 : setConfiguration()

4 : Invoke()

5 : logProvenance()

6 : result()
7 : logProvenance()
Pass workflow Id

Figure 27: Logging provenance data to UFoReg.

Figure 27 shows the basic process of logging workflow provenance and illustrates some
related challenges. The CIS PlatIn service invokes a workflow which in turn invokes some
applications (components) during execution. Provenance data may need to be logged from
both the workflow level, and the invoked applications level. Regardless, UFoReg needs to be
able to correlate individual pieces of provenance data to a particular workflow execution. To
this end, a unique workflow identifier need to be passed around and included in the
provenance messages sent to UFoReg. The most practical and portable solution for this is to
have PlatIn generate a unique workflow identifier before starting the workflow, and to pass
it as part of the workflow configuration. The workflow then passes this workflow identifier
over to the invoked applications.
Besides the workflow itself, the following other entities need to have unique identifiers in
the provenance record:
•

Workflow activities: provenance messages need to be correlated to a particular
activity in the workflow. The activity identifiers may be generated by the workflow
itself.

Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

52

August 2010

•

Invoked applications: one has to be able to distinguish between different
components invoked from the workflow. In this case, a unique component endpoint
used to invoke it, may be sufficient.

•

Data objects: repetition of a workflow execution requires repeating the same input
data (unless otherwise requested). This is particularly challenging when replaying
sensors streams is required.

A provenance record is a relatively complex example of metadata: it consists of many
individual records, describing several types of objects (workflow, activities, components,
data), associated by common identifiers. Browsing provenance may involve relatively
complex queries to UFoReg.
The details of the provenance data model will be worked out in a later stage of development
of the CIS. It is possible that existing provenance model will be adopted, such as the Open
Provenance Model [OPM].
Iterative Design Approach for the Registry Evolution

The design and implementation approach to the challenge of diversity of stored information
and the multitude of consumers and producers is to have a generic enough, flexible storage
layer (based on schema‐free document database) and to provide efficient modeling
procedure to introduce changes and extensions of data model easily and quickly. The generic
metadata management layer will be reusable for all the use cases and the only additional
task will come in the API layer, if a specific producer/consumer will require a higher‐level
operations. These will be built using the lower lever metadata management routines.

Figure 28. The generic request handling procedure with case‐specific elements involved.

Figure 28 shows how a single request to UFoReg is handled inside. The procedure is rather
straightforward: from one side the persistence layer provides basic CRUD‐like operations
which might be either called directly by API (in case of simple, atomic requests) or might be
reused to provide more complex, higher‐level logic (e.g. registering entire list of sensors with
new sensor types). On the other side, the persistence layer is based on a data model
representing either the domain entities (like dikes) or the elements of CIS (like components).
The generic, object‐to‐database mapping provide the actual disk persistence.
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Now, let us consider a new use case was defined by UrbanFlood researchers. The dark
elements in the Figure 28 diagram are the ones subject to extension. The procedure we
envision is as follows:
•

the designers decide if a new type of metadata needs to be stored ‐ in that case the
model has to be altered, new entities declared and described, some model‐related
operations (like data validations) might be defined

•

the designers decide if a new high‐level operations are required ‐ in that case a new
high‐level operation has to be added and implemented based on lower‐level
persistence routines and the REST API has to be extended so a client entity is able to
call the newly added functionality

•

in case a new pieces of data model were defined, the developers may provide
maintenance scripts for the administrators (especially in case they need to populate
the model with large initial data sets ‐ to automate the process)

•

then the new version of UFoReg is deployed using administrator scripts on target
machine.

In order to ease the described procedure, we introduce automation and specific
methodology where applicable. The last step is already fully automated. The data model
alteration is quite straightforward due to use of very verbose, scripting DSL with powerful
yet clear declaration syntax ‐ extension of such a description is relatively easy for developers
and introduces very low regression risk. What is more, due to application of the semantic
integration idea and the separation of model concerns into domain‐specific and integration‐
related, much (or all) of code written in the integration section is directly available for any
new entities in the domain model (which is supposed to evolve much faster). Lastly, the
high‐level logic needs to be done by hand by the implementation team, yet the use of Ruby
scripting platform and a rich set of underlying basic routines ready for reuse should make
this step also easier than it seems. For the list of the main technologies being used in UFoReg
to support this agile development and evolution process please check the end of this
chapter.
First Prototype of UFoReg

We conclude the Registry description with a show presentation of the first prototype of the
Registry already being prepared and to be deployed shortly. During the UrbanFlood
integration meeting in Krakow in June 2010 it was agreed that the first UFoReg prototype
will concern only sensor metadata and will provide a first rough set of operations for the
user tool to check for available sensors and query them by proximity to a given location.
The first iteration of the domain model thus contain a set of sensor‐related data: sensor (the
main entity), sensor part (a specific measurement equipment), measurement type (what is
measured by a specific sensor type), sensor coordinates set. Since the initial set of sensor
data is provide in a set of excel files, also a dedicated Ruby shell scripts were prepared to
easily populate the UFoReg model store with the data parsed from the files. On the other
hand, a dedicated Web tool was prepared so an administrator may easily check if the data is
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properly imported into the Registry and the other users may simply browse interesting
sensors.
Finally, two dedicated REST API operations (apart from the usual set of CRUD basic routines)
were prepared:
•

findsensor: allows to issue a powerful search queries to find interesting set of sensor
metadata

•

coordsearch: helps to find sensor based on the geospatial proximity.

The first prototype of the Registry is being prepared for the first deployment at the moment.
Shortly it will be published to the entire UrbanFlood Consortium so the developers of other
EWS components may comment on it and give remarks so a new design iteration may start.
The main implementation technologies used in the first prototype of UFoReg are:
•

MongoDB [MONGODB], mongo Ruby driver – the schema‐less document store as
the persistence solution

•

MongoMapper [MONGOMAPPER] as the easy DSL to describe data models and to
map them to the Mongo documents on‐disk

•

Semantic Integration (SemInt) [SEMINT] technology developed by Cyfronet to easier
model complex domain and integration models with good aspects separation and
low regression risk

•

Sinatra [SINATRA] and Passenger [PASSENGER] Web technologies for simple yet
powerful REST service deployment to serve as the UFoReg endpoint for other CIS
components.
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8 Adaptation of components to communicate with CIS
The Common Information Space (CIS) enables various individual components (legacy
applications, spatial data sources) to exchange data and be organized into workflows. This
mechanism serves integration and enables higher‐level functionality by combining basic
elements (called components) into more complex applications. A component, wrapped into
a virtual appliance, needs to be prepared to communicate with the Service Bus of the
Common Information Space. The CIS offers a number of possibilities to enable such
communication, depicted in Figure 29:
•

Wrapping the component as a Web Service.

•

Adapting the component to send data to and receive it from a JMS service.

•

Mixing the Web Service and JMS approaches.

•

Integrating the component via FTP.

This section serves as an overview of different possibilities for adapting components to work
with the CIS. Since the actual wrapping process is out of scope of Work Package 5 and will be
carried out within Work Package 4, the remainder of this chapter will merely hint at the
technologies which can be exploited for this purpose.
Wrapping as a Web Service

Wrapping a component as a Web Service amounts to defining a component’s interface in
WSDL and messages in XML, implementing the corresponding Web Service, and deploying it
in a Web Service container. The WS implementation should take care of invoking the
component itself, and translating between SOAP messages and the component’s proprietary
data format. The way in which this mechanism is implemented is entirely up to the
developer responsible for wrapping the component. For example, the component may be
directly embedded with the Web Service and accessed through function calls; another
possibility is to invoke a program from within the Web Service, and translate the
SOAP messages into input files, and vice versa.

Figure 29. Adapting a component to communicate with the CIS by wrapping it as a Web Service.
Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

56

August 2010

Once the Web Service is deployed, the CIS can simply invoke it using the provided endpoint
(Figure 29). Wrapping as Web Service enables only synchronous communication with the
component and is not suitable for long‐running tasks.
Adapting to JMS

CIS provides a Java Message Service (JMS) which can be used for communication between
the component and the Service Bus (Figure 30). To this end, a component‐specific JMS client
needs to be implemented and the components input and output data have to be defined in
terms of messages, preferably in XML. A specific JMS queue or topic is assigned for
communication with the component. CIS invokes the component simply by sending a
message to that queue/topic. The component's JMS client, being subscribed to the
queue/topic, receives the message and is responsible for subsequent invocation of the
component itself, translating the received message into the component’s input data, getting
the results, translating them to an output JMS message, and sending it back to the JMS
Service.

Figure 30. Adapting a component to communicate with the CIS using the JMS service.

The JMS approach enables asynchronous communication with the component.
Mixed WS + JMS approach

A mixed approach is possible in which the component is wrapped as a Web Service but also
uses the JMS service (Figure 31). A typical situation when this option is useful is when the
WS channel is used to initiate a transfer of a data stream. The data stream itself is
subsequently sent to the JMS channel in a series of messages.

Figure 31. Adapting a component to communicate with CIS using both Web Service wrapping and the JMS
service. The AnySense service for exposing sensor data serves as an example: the Web Service channel can be
used for requesting data, while the data stream itself is sent via JMS.

Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

57

August 2010

Component invoking a Web Service

The CIS may expose a Web Service endpoint which can be invoked by a component to
deliver actual data (such as computation results). A component needs to implement a Web
Service client and take care of necessary data transformations in order to use this approach.
Invoking a Web Service by a component enables WS‐based asynchronous communication
between the component and the Service Bus. However, this method is not recommended as
it introduces additional dependency between the component and the CIS.
FTP integration

Another possibility is to use the FTP protocol as a communication channel between the
component and CIS (Figure 32). In this scenario, an FTP server is deployed on the component
side. CIS sends input files to the FTP server and receives output files from it. The files are
placed in specific directories in the file system. In addition, a standalone component‐specific
FTP monitor needs to be implemented. It should run on the same machine as the
component and the FTP server, and is responsible for monitoring appropriate directories for
the presence of input and output files. When an input file occurs, the monitor invokes the
application component. When, in turn, the application component produces an output file,
the monitor moves it to the appropriate output directory, accessible via the FTP server. The
CIS uses the FTP server to poll for output files; when one becomes available, it is fetched by
the CIS via FTP.

Figure 32. Adapting an application component to communicate with CIS using FTP. Dynamic RFSM, an
inundation simulator tool, serves as an example. An FTP connector translates Service Bus messages to input
files, polls for output files via the FTP server, and translates output files to Service Bus messages. An FTP
monitor invokes the Dynamic RFSM tool each time an input file appears.

Using FTP for integration enables asynchronous interaction between CIS and the
component. However, for technical reasons, certain limitations may apply, such as maximum
time allowed between request and response, making the FTP option less flexible than JMS.
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9 Stages of Common Information Space implementation
The implementation of the Common Information Space software described in this
deliverable will follow an iterative approach with three distinct phases:
Phase I: Implementation and deployment of software tools and infrastructural components
which will enable developers to prepare workflows in support of the UrbanFlood application
scenarios detailed in Deliverable D5.1 and enact them upon the hardware resources
provided by the UrbanFlood platform. This phase will not involve dynamic allocation of
resources and it is expected that the application prototypes will make use of static
components. This phase will conclude at the end of 2010.
Phase II: Integration of dynamic resource allocation mechanisms. This will involve
deployment of monitoring tools in support of automated resource brokerage (facilitated by
the DyReAlla component) where urgent or otherwise time‐critical applications may be
allocated additional resources at the expense of less important workflows. At this stage, the
Common Information Space infrastructure will support specification of the required
application QoS and will attempt to ensure the necessary operating parameters via suitable
allocation of the underlying hardware resources. This phase will last until late 2011 and will
be summarized in a WP5 deliverable.
Phase III: The final phase will focus on improvements resulting from end‐user feedback.
While it is expected that all major system components will be functional at the beginning of
this phase, we intend to use the remainder of the project to fine‐tune the presented
solutions and ensure the stability and performance of the production infrastructure.
The division of effort in Work Package 5 into phases is schematically depicted in Figure 33.

Figure 33. Schematic depiction of Common Information Space development phases.

It should be noted that each phase concludes with a specific deliverable. According to the
Description of Work, the initial phase focuses on designing the Common Information Space
and its interfaces, as presented by this document. Following the submission of Deliverable
D5.2, WP5 can begin work on the initial prototype whose goal is to support management
and orchestration of information flow in the system. This prototype will be summarized in
D5.3, due at the end of Month 12. The second phase will, in turn, focus on management and
orchestration of computational and data storage resources and therefore on efficient and
flexible deployment of user workflows within the infrastructure mada available for
UrbanFlood users by Consortium members. This phase will conclude at the end of Month 24
of the Project whereupon another WP5 deliverable will be issued. The final phase, spanning

Common Information Spaces

UrbanFlood Report UFD5.2

UrbanFlood

59

August 2010

the last nine months of Work Package 5, will be used to further refine the software outlined
in this document, taking into account user feedback.
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10 Summary and conclusions
This document presents the design of the UrbanFlood Common Information Space. Key
building blocks of the CIS have been identified and their internal structure and functionality
described on the basis of requirements stated in Deliverable 2.2 and the key challenges for
CIS presented in Deliverable 5.1.
Besides describing CIS as a generic framework, the design of the Dike Monitoring Early
Warning System (DM‐EWS) – a specific early warning system developed using CIS – has been
presented. The implementation of the DM‐EWS serves as a use case for the evaluation of CIS
and the entire UrbanFlood platform.
Development of complex modern software is necessarily an iterative process. The presented
design of CIS will be subject to inevitable changes as user requirements evolve and new
circumstances emerge. However, the design presented in this document provides a solid
base for the implementation of the first prototype of CIS.
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